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Zusammenfassung
Numerische Hydrodynamik mittels bewegter Voronoi-Gitter stellt eine neue Technik
dar, um die hydrodynamischen Differentialgleichungen numerisch zu lösen. Hierzu wird
in jedem Zeitschritt basierend auf gittererzeugenden Punkten eine Voronoi-Zerlegung
des Raumes vorgenommen. Auf dem dadurch bereitgestellten Gitter wird die numerische Lösung zum nächsten Zeitpunkt berechnet.
Der Vorteil dieser Methode besteht darin, dass die gittererzeugenden Punkte beliebig
bewegt werden können. Falls die Geschwindigkeiten entsprechend des zugrunde liegenden physikalischen Geschwindigkeitsfeldes gesetzt werden, so erhält man eine Galileiinvariante Methode. Diese Eigenschaft ist insbesondere in kosmologischen Simulationen
wünschenswert, da in diesen häufig Geschwindigkeiten in verschiedenen Größenordnungen involviert sind.
Der erste Teil dieser Diplomarbeit bestand darin, einen Voronoi-Code zu schreiben,
welcher in der Lage ist die Eulergleichungen in zwei Dimensionen zu lösen. Hierzu
implementierten wir für die Gitterkonstruktion den Sweepline-Algorithmus von Steven
Fortune (Fortune, 1987). Dieser mag etwas komplizierter sein als andere Algorithmen
zur Konstruktion eines Voronoi-Gitters, dafür ist er schnell und robust. Zur Lösung
der numerischen Gleichungen orientierten wir uns am AREPO Code (Springel, 2010)
und implementierten ein Finite-Volumen-Verfahren (Godunov-Schema mit exaktem
Riemann-Löser), welches von zweiter Ordnung in Zeit und Raum ist.
Im zweiten Teil der Arbeit simulierten wir mit unserem Code bekannte Testprobleme wie zum Beispiel die Sedov-Explosion oder die Kelvin-Helmholtz-Instabilität. Neben der Verifizierung unseres HAVOC Codes legten wir großen Wert auf den Vergleich
zwischen dem Euler-Modus und dem Lagrange-Modus. In ersterem werden die gittererzeugenden Punkte nicht bewegt und das Gitter ist somit fest und kartesisch. Im
Lagrange-Modus bewegen sich die Gittererzeuger mit der Strömung mit und das Gitter
bewegt und deformiert sich stetig.
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1 Introduction

Figure 1. A Voronoi tesselation in the plane.

Numerical hydrodynamics on a moving Voronoi mesh is a new method for solving the
Euler equations. In this approach, a Voronoi tesselation is calculated from a cloud of
mesh generating points in every time step. The Euler equations are then solved with
a finite-volume method on the grid provided by the tesselation. At the end of each
time step, the particles are moved according to the velocity field of the fluid in order to
ensure Galilean invariance. In this way, the Voronoi technique shares properties with
Lagrangian methods like Smoothed Particles Hydrodynamics (SPH) on the one hand,
and with Cartesian grid codes on the other hand.
The focus of this diploma thesis has been on the development of a two-dimensional
Voronoi code, which is able to solve the Euler equations for an ideal gas. We have
chosen Steven Fortune’s sweep line algorithm (De Berg et al., 2008) for the mesh
creation and we have used the AREPO code (Springel, 2010) as a guide for solving the
physics. We provide a DVD with this thesis on which you may find the HAVOC code as
well as movies of the simulations presented in chapter 6.
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1. Introduction

A Voronoi tesselation is a very natural way of dividing space into subdivisions. The
tesselation is created from a given set of points, which are called sites in this context.
Each cell contains all points in space which are closer to the corresponding site than
to all other sites, see also figure 2.

Figure 2.
(right).

Mesh generating points (left) and the corresponding Voronoi tesselation

The Voronoi diagram has many applications in mathematics, physics, computer science,
geography and business management. For example, it can model the area of influence of
stores and allow an estimation of the number of customers. Furthermore, in nature the
Voronoi tesselation is of similar importance as the golden ratio. For instance, crystal
clusters grow out of several points until two neighboring crystals meet each other, and
therefore, three-dimensional Voronoi cells are formed.
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2 Graph Representation
A Voronoi tesselation can be represented by a simple planar graph consisting of a set of
straight edges and a set of vertices connecting these edges. The cells of the tesselation
are called faces in this context.

2.1 Implementing a Graph
For implementing a graph on the computer we follow De Berg et al. (2008, chap.
2.2). The idea is to use a doubly-connected half-edge list and we repeat this approach
briefly. Each edge is represented by a pair of half-edges in opposite directions. The
boundary of a face consists of a list of connected half-edges which encircle the face
counterclockwise.
The structures which have to be implemented and their attributes are the following:
Vertex
{
Point coordinates ;
HalfEdge * incident_edge ;
}
Face
{
HalfEdge * outer_component ;
}
HalfEdge
{
Vertex * origin ;
HalfEdge * twin ;
HalfEdge * next ;
HalfEdge * previous ;
Face * incident_face ;
}

Figure 3 illustrates these structures. A vertex stores its coordinates in the plane and a
pointer to an arbitrary half edge which starts at this vertex. A face only holds a pointer
to an arbitrary half-edge of its encircling half-edges. Half-edges are connected to their
neighboring half-edge (twin) and to the next and previous half-edge of the circle list.
Furthermore, pointers to their origin and their incident face are stored.
With this representation, it is possible to navigate through the graph conveniently. For
example, walk around a given face, access a neighboring face, or go to all half-edges
starting at a given Vertex.

9

2.2. Memory Reservation

In our case, the faces are the Voronoi cells constructed from the mesh generating sites,
and therefore, we implemented a structure with the name VoronoiParticle instead
of a face structure.

Figure 3. A Voronoi tesselation represented by a doubly-connected half-edge list. We
show the half-edges in green, the vertices in blue, and the sites in red.

2.2 Memory Reservation
For the purpose of memory reservation, it is of interest to determine an estimation for
the number of vertices and half-edges of a graph as a function of the number of Voronoi
particles.
Let v be the number of vertices, f the number of faces and e the number of edges. For
planar graphs, the formula of Euler can be applied:
v + f = e + 2.

(1)

This can easily be proven via induction.
Furthermore, we can state that in a periodic Voronoi graph, every vertex has three
incident edges and every edge has two incident vertices. Therefore, it is:
3v = 2e.

10

(2)

2.2. Memory Reservation

Together with the Euler formula (1) the number of vertices can be determined, and
this number is
v = 2f − 4.
The number of faces f is equivalent to the number of Voronoi particles n. Furthermore,
we can calculate the number of half edges h with equation (2) and h = 2e. We obtain
as a final result
v = 2n − 4,
h = 6n − 12.
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3. Hydrodynamics

3 Hydrodynamics
3.1 The Euler Equations
In this section we motivate the equations of ideal hydrodynamics following LeVeque
(2002). The general idea is to model conservation of mass, momentum and energy.
A conservation law is best understood in integral form. Let us consider the onedimensional case and let q(x, t) denote the density of a conserved quantity at a point x
in space and t in time. The total quantity in the volume (x1 , x2 ) changes in time only
due to flows (’fluxes’) f at the boundary of the interval:
d
dt

Zx2
q(x, t) dx = f (q(x1 , t)) − f (q(x2 , t)).
x1

Assuming that f and q are smooth functions, this equation can be written as
d
dt

Zx2
Zx2
∂
q(x, t) dx +
f (q(x, t)) dx = 0.
∂x
x1

x1

d
Furthermore, if the boundaries are not time dependent, the derivative dt
can be moved
under the integral and becomes a partial derivative. The integral has to vanish for all
integration limits and therefore the integrand equals zero:

∂
∂
q(x, t) +
f (q(x, t)) = 0.
∂t
∂x
The flux f can be expressed with the velocity v(x, t) of the fluid: f (q, x, t) = v(x, t) ·
q(x, t).
We can adapt this differential form of the conservation law to the three dimensional
conservation of mass,
∂ρ
+ ∇(ρv) = 0.
∂t

(3)

The density ρ = ρ(r, t) and the velocity v = v(r, t) now depend on r ∈ R3 .
The advective momentum flux is ρvv > . There is also microscopic random movement
in the fluid, and therefore, the total flux of momentum is ρvv > + P , with P = P (r, t)
denoting the pressure. In order to get a better understanding, we may consider figure
4, which shows gas molecules in two dimensional space. We are interested in the total
amount of momentum between the imaginary walls at x1 and x2 . Whenever a particle
crosses x1 from left to right, the total momentum to the right increases in the box (upper

13
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x1

x2
Figure 4. Gas molecules

red arrow). Whenever a particle crosses x1 from right to left, there is a decrease in the
total momentum to the left (lower red arrow). Therefore, any movement across the
wall at x1 increases the total momentum to the right. At the wall at x2 the situation is
reversed, any movement increases the total momentum to the left in the box. If there
is equal microscopic movement at both walls, there is no additional net flux. However,
different pressure values at the two walls lead to microscopic movements of different
strengths.
Therefore, the conservation of momentum becomes

∂ρv
+ ∇ ρvv T + ∇P = 0.
∂t

(4)

The total energy per unit volume can be decomposed as ρe = ρu + 21 ρv 2 , where e is the
total energy per unit mass, and u the specific internal energy. The differential form of
conservation of energy is
∂ρe
+ ∇ ((ρe + P )v) = 0.
∂t

(5)

Equations (3), (4) and (5) are the equations of ideal hydrodynamics and are called
Euler Equations. In contrast to the Navier Stokes Equations, they do not take
fluid viscosity and heat conduction into account.
In order to close the Euler system, we need an algebraic equation of state. For an ideal
gas, the equation of state has the form
P V = N kB T.

(6)

This equation describes the dependence of the pressure P on the temperature T , given
N gas particles in a volume V . kB = 1, 381 ∗ 10−23 KJ denotes the Boltzmann constant.
Replacing V with mass m per density ρ and multiplying the equation by α2 leads to
αP
α N kB T
=
.
2 ρ
2 m

14

(7)

3.2. The Riemann Problem

If there are α degrees of freedom, we can apply the principle of equipartition on energy
and the right hand side of the above equation equals the internal energy per unit mass
u. Note that we assume here that u ∝ T , which means that the gas is polytropic.
, the equation of state
If we furthermore introduce the adiabatic exponent γ = α+2
α
becomes the final form
P
.
(8)
u=
(γ − 1)ρ

3.2 The Riemann Problem
We present the Riemann problem and the exact solution following Toro (2009). The
initial data of the Riemann problem for the Euler equations consists of two constant
states left and right to a discontinuity at x = 0.

Pressure
Density
Velocity

Left state WL
Pl
ρl
vl

Right state WR
Pr
ρr
vr

The solution of the Riemann problem has three waves which separate four constant
states: WL , W∗L , W∗R and WR , see figure 5. The region between the left and right
wave is called star region and contains always a contact discontinuity. The left and
right waves are either rarefaction waves or shock waves.
We already know the states WL and WR from the initial conditions. Moreover, the
pressure and the velocity is constant in the star region: P∗l = P∗r = P∗ and v∗l = v∗r =
v∗ . It can be shown that the star pressure P∗ has to satisfy the equation
f (P, WL , WR ) ≡ fL (P, WL ) + fR (P, WR ) + ∆v = 0,

(9)

with ∆v = vR − vL . The form of the functions fL and fR depend on the type of the
left and right wave. For instance,

i 21
h
AL

 (P − PL ) P +B
if P > PL (the left wave is a shock wave)
L


γ−1
  2γ
fL (P, WL ) =

2cL
P
 (γ−1)
− 1 if P ≤ PL (the left wave is a rarefaction wave),
PL
(γ−1)
2
where cL is the sound speed in the left region, AL = (γ+1)ρ
and BL = (γ+1)
PL . The
L
function fR is similar but with the values of the right state WR . The positivity of the
star pressure requires f (P = 0) < 0. This leads to the pressure positivity condition
!

vR − vL <

2cR
2cL
+
.
γ−1 γ−1
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t

W*L

W*R

WL

WR
x
0

Figure 5. A possible solution of the Riemann problem in the x − t−plane: A left rarefaction wave, the contact discontinuity, and a right shock wave. The primitive variables
for this wave structure are shown in figure 6.

If this condition is not fulfilled, vacuum is created. Vacuum has to be treated differently,
but it is still possible to calculate a correct solution, see Toro (2009). We have not
implemented the solution in the presence of vacuum in the HAVOC code so far, and this
would be a further improvement.
Equation 9 is no closed-form expression and we can not simply solve this equation for
the star pressure analytically. However, the Newton-Raphson method can be applied:
Pn+1 = Pn −

f (Pn )
.
f 0 (Pn )

One possibility of setting the initial value P0 of the iterative scheme is to use a linearized
solution,
1
1
P̃ = (PL + PR ) − (vR − vL )(ρL + ρR )(cL + cR ).
2
8
Since this value can be negative, the value
P0 = max(TOL, P̃ )
is used as an initial value, where TOL ≈ 10−6 is a constant. This tolerance constant is
also used in the stop criterion of the iteration. When the relative pressure change
∆Prel =

|Pn+1 − Pn |
1
(Pn+1 + Pn )
2

is smaller than the tolerance, the iteration is stopped. With the star pressure P∗ , the
velocity in the star region can be calculated via
1
1
v∗ = (vL + vR ) + [fR (P∗ ) − fL (P∗ )].
2
2
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Density

Pressure

Velocity
1

1

1

0.8

0.8

0.6

0.6

0.4

0.4

0.2

0.2

0.8
0.6
0.4
0.2
0
0
-0.5

-0.25

0
0.25
x-Axis

0.5

0
-0.5

-0.25

0
0.25
x-Axis

0.5

-0.5

-0.25

0
0.25
x-Axis

0.5

Figure 6. A snapshot of the primitive variables for the following wave structure: A left
rarefaction wave (−0.3 . x . 0), a contact discontinuity (x ≈ 0.2), and a right shock
wave (x ≈ 0.4).

The values of the densities ρ∗L and ρ∗R depend on the type of the left and right wave.
For a left shock wave, the density is
" P
#
γ−1
∗
+
PL
γ+1
ρ∗L = ρL γ−1
.
P∗
+
1
γ+1 PL
Furthermore, the shock speed is given by

SL = vL − cL

γ + 1 P∗
γ−1
+
2γ PL
2γ

 12
.

A left rarefaction wave causes the density

ρ∗L = ρL

P∗
PL

 γ1
,

and the velocities of the head and tail are
SHL = vL − cL

and STL = v∗ − c∗L .

The solution inside the rarefaction fan can be found by using the Generalized Riemann
Invariant and the isentropic law, it is

2
h
i γ−1

(γ−1)
2
x

ρ = ρL (γ+1) + (γ+1)cL vL − t
,



h
i
2
cL + (γ−1)
vL + xt ,
v = (γ+1)
WLfan =
2


2γ
h

i γ−1

(γ−1)
x
2
 P = PL
+ (γ+1)cL vL − t
.
(γ+1)
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The equations for a right shock wave and a right rarefaction wave are again similar,
but with variables of the right state.
We have outlined how the exact solution of the Riemann problem can be found. When
we want to know the solution at a single point (x, t) in space-time, the solution must
be sampled. Since the solution is a similarity solution, it depends only on the speed
S = xt , which is represented by a straight line in the x-t-plane. Therefore, we have to
check whether the given speed S lies in the region WL , W∗L , W∗R , WR or inside the
region Wfan of a rarefaction wave. In our finite volume method scheme, the edges are
transformed so that they are at x = 0 for all times and the sampling is done for S = 0,
see also chapter 5.5.
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4 The Sweep Line Algorithm
Computer scientists have figured out many different algorithms for creating a Voronoi
diagram. The majority of these algorithms consists of first calculating the Delaunay
triangulation of the mesh generating points, which is the dual graph of the Voronoi
diagram. The Voronoi tesselation is calculated in a second step. However, we have
chosen to implement the direct construction via Fortune’s algorithm (Fortune, 1987).
It may not be as easy to understand as the other algorithms, but it is fairly fast. It
has the optimal time complexity O(n log(n)), where n is the number of sites, and it
uses O(n) storage. In the first part of this section the general idea of Steven Fortune’s
sweep line algorithm for constructing a Voronoi tesselation is explained. The basics of
the implementation follows De Berg et al. (2008, chap. 7). In the second part of this
section, we want to discuss technical details and pitfalls.

4.1 General Idea
The general idea of a sweep line algorithm is that a line sweeps across the box in which
the problem is defined. This may happen for example from top to bottom. During the
sweep, everything above the sweep line has already been calculated, and everything
below it still has to be handled.

Figure 7. The half-plane above the sweep line is not the area which has been finished
calculating (left panel). In fact, the wanted area lies above a parabola (right panel).

It is a little bit more complicated in the case of constructing a Voronoi tesselation
because not all points in the half-plane above the sweep line can be assigned to sites
above the sweep line. For example, consider the left panel of figure 7. If a new site
occurs directly below the black point and the sweep line, the black point will belong
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to this new site and not to the site above the sweep line. In order to specify the area
containing the points which we can assign to the site above the sweep line, we have
to figure out the line which contains all the points with equidistance to this site and
the sweep line. The problem can be solved with basic geometry and the solution is a
parabola, see the right panel of figure 7. All points in R2 above this parabola belong
to the site which generates the parabola.
The left panel of figure 8 shows the line for more than one site. Since one may think of
waves, the line is also called beach line in the algorithm. Again, all points in R2 above
the beach line belong to a site above the sweep line and all points below the beach line
can not be assigned to sites yet. The intersection points of the parabolas are called
breakpoints, and the parabolas are also referred to as arcs.

Figure 8. The panel on the left shows a beach line consisting of four arcs. The panel on
the right shows a circle event.

During the sweep, the parabolas are getting wider and the breakpoints are moving.
The moving breakpoints have a special relevance. Since a breakpoint lies on its left
arc, it has the same distance to its left site as to the sweep line. The breakpoint lies also
on its right arc, and therefore, the distance from the breakpoint to its right site and
the distance from the breakpoint to the sweep line is also the same. We can conclude
that the breakpoint is equidistant to both neighboring sites, and therefore, it is tracing
an edge of the Voronoi tesselation during the sweep.
There are two type of events while the sweep line is moving downwards. When a site
occurs on the sweep line, a new arc and two new breakpoints are created. This event
is called site event.
The second possible event happens when two converging breakpoints meet each other.
In this event, the arc between the breakpoints and also one breakpoint must be deleted.
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Furthermore, we show in the right panel of figure 8 that it is possible to draw a circle
around the three involved sites, which is tangential to the sweep line. Thus, this event
is also called circle event. Note that this sphere is the circumsphere of the Delaunay
triangle of the three sites. In regard to the Voronoi graph, a site event creates a new
edge, and a circle event produces a new vertex.
Besides the speed, another advantage of the sweep line algorithm is the handling of
degeneracies, see also the correspondent section of the technical details.

Figure 9. Steven Fortune’s sweep line algorithm.

4.2 Technical Details
4.2.1 Priority Queue
The sweep line does not sweep continuously across the box but jumps from event to
event. The events are stored in a priority queue with respect to their appearance.
Therefore, a site event is represented by the y-coordinate of the site and a circle event
by the lowest point of its circle. This means that the closest event to the sweep line,
which is also the next event, has the highest priority and is the topmost event in the
queue. New events are inserted and sorted in the event queue.
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At first, we have tried to use the priority queue of the C++ Standard Template Library (std::priority_queue). However, there are two problems with the implementation
provided by the library. Although it can be used as a container adaptor for the class
template std::vector, no reserve function is available. This means that you can not
reserve memory for a certain number of elements. If the priority queue uses all of the
automatically reserved memory, its whole content is copied to another location of the
memory. This process slows down the calculation of big tesselations significantly.
The second problem with the std::priority_queue is that you can not remove other
elements than the topmost event in the queue. Many times in the sweep line algorithm
a circle event defined by two converging breakpoints is a so called false alarm. This
case happens whenever a new arc appears between two converging breakpoints before
they meet each other, and the corresponding circle event has to be deleted.
Due to these problems, we have decided to implement a suitable data structure by
ourselves, which is a black red tree following Cormen (2007, chap. 13). A black red
tree is an approximately balanced binary search tree. The main operations of a binary
search tree like search, insert, and delete require O(log(h)) time complexity, where
h is the height of the tree. A perfectly balanced tree has the height log2 (n), where
n denotes the number of elements in the tree. Therefore, a binary search tree has
to be balanced in order to obtain a fast implementation. On the other hand though,
balancing operations can also be numerical costly. It is not efficient to perfectly balance
a tree after each applied operation. A black red tree is a compromise and we want to
outline its functionality briefly. In addition to the key, each node has also a bit field.
The two possible values are associated with the colors red and black. A black red tree
has the following properties:
1. The root is black.
2. All the leaves are black.
3. If a node is red, both of his children must be black.
4. For each node, all paths starting at this node and ending at a leaf must have the
same number of black nodes.
These properties can be maintained with left and right rotations at the end of insert and
delete operations. Holding these properties leads to a tree hight of at most 2 log2 (n+1),
where n is the number of inner nodes. An example of a black red tree is shown in figure
10.
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Figure 10. A black red tree with integer keys. These trees are special binary search
trees, and therefore, the properties of a binary search tree hold: For each node, the left
subtree of the node has only nodes with keys smaller than the key of the considered node.
Accordingly, the right subtree of the node has only nodes with keys which are greater
than the key of the considered node. Furthermore, every node is either black or red, and
the additional properties of a black red tree are illustrated.

4.2.2 Beach Line
The beach line is the second structure which has to be stored. In a site event, the arc
above the new site has to be found. We adopt the suggestion of De Berg et al. (2008)
to use a binary search tree. The inner nodes of the tree represent the breakpoints
and the leaves correspond to the arcs. The sorting of the tree is done according to
the x-coordinates of its elements. A inner node stores the two sites which define the
parabolas. The coordinates of the breakpoint are calculated only when needed. For
example, when the tree is traversed from top to bottom, only the breakpoints on this
path are calculated. An arc is stored by the site defining the parabola.
We do not use a black red tree for the beach line because the insertion of new breakpoints and arcs is always done after searching the arc above a new site. This means
that we do not have to walk through the tree from top to bottom in order to insert a
new element, like it is done in a common insertion operation. We are able to directly
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change the tree at the arc we have found. It is again advantageous to have a balanced
tree. De Berg et al. (2008) suggest to do tree balancing operations when necessary.
However, by now, no tree balancing has been implemented in the beach line search
tree, and this would be a further improvement of the code.
Nevertheless, with this beach line representation and the black red tree implementation
of the priority queue, it is possible to create tesselations in roughly the same time
magnitude as handling the physics of the hydrodynamical simulation, see also section
5.1.

4.2.3 Calculating Circle Events
Note that we calculate tesselations with up to one million particles in a 1 × 1 box.
Thus, the numerical robustness of the sweep line algorithm must be strong. We had
to solve two numerical problems concerning the algorithm.
The minor one has been found and fixed easily. If a new circle event is calculated
which will take place very close to the current sweep line position, it is possible that the
computer predicts the event to happen above the sweep line. This is due to numerical
round-off errors. We fixed this issue simply by setting such an event down onto the
sweep line. The second numerical problem concerns the calculation of breakpoints.

4.2.4 Calculating Breakpoints
During the search of an arc above a new site, the binary search tree of the beach line is
being traversed. For each reached node, the x-coordinate of the corresponding breakpoint has to be calculated. Therefore, we have to implement a function which takes
the coordinates of two sites and the sweep line position and calculates the intersection
of the parabolas corresponding to the sites. First of all, we transform the coordinates
of the sites to a frame where the sweep line is at y = 0 and the left site at x = 0. Let
(ax = 0, ay ) and (bx , by ) be the transformed coordinates of the left and the right site,
respectively. The parabolas are defined by the equations
q
q
y = (ay − y)2 + (ax − x)2 and y = (by − y)2 + (bx − x)2 .
Rewriting these equations leads to
b2y + b2x − 2xbx + x2
a2y + a2x − 2xax + x2
and y =
.
2ay
2by
Thus, in order to obtain the x-coordinate of the intersection, we have to solve the
equation
y=

x2 · (by − ay ) + x · 2bx ay + ay by (ay − by ) − b2x ay = 0.
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The relevant solution is
x=

ay b x −

p
ay by ((ay − by )2 + b2x )
.
ay − b y

(11)

This is the plus-solution of the abc-formula. However, some special cases must be
handled separately. If ay = by , the intersection is simply at x = bx · 0.5. Furthermore,
if one of the two sites lies directly on the sweep line, the corresponding parabola is
degenerated to a vertical line from the site to the other parabola. In this case, the
x-coordinate of the breakpoint is given by the x-coordinate of the site on the sweep
line.
In any other cases, the intersection can in principle be calculated with equation (11).
However, there is the possibility of the computer calculating the intersection very inaccurately. This happens whenever ay is very close to by and the denominator of equation
(11) is very small. A possible consequence is that the search of the arc above a new
site fails because the wrong arc is found. If this happens, the graph gets destroyed, see
figure 11.

Figure 11. The graphs of low-resolution Sedov blast waves. Without a fix of the
breakpoint calculation it gets destroyed after 12 time steps (left). With the NewtonRaphson iterations fix, the graph is calculated correctly (right).

We have found two solutions to this problem. The first solution is to check the magnitude of the denominator of equation (11) beforehand and calculate the intersection
in another way for small values of |ay − by |. Let the left hand side of equation (10) be
f (x). We can determine the root of f (x) via the Newton-Raphson method:
xn+1 = xn −

f (xn )
.
f 0 (xn )
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The initial value x0 of the iteration can be provided nevertheless by solution (11).
A second possibility of circumventing the problem is to calculate the solutions of the
quadratic equation directly but in a more stable way following Rannacher (2006). For
solving x2 − px + q = 0 and p > 0, we calculate the the solution with the plus sign in
the pq-formula at first:
r
p
p2
− q.
x1 = +
2
4
In the case of p < 0, we firstly calculate the other solution:
r
p
p2
x2 = −
− q.
2
4
In this way, there is no loss of significance in the first addition/subtraction regarding
the floating-point arithmetic. The second solution can thereafter be calculated by
x1 x2 = q.
Note that x1 corresponds to the plus solution and x2 to the minus solution of the
abc-formula only for a > 0. If a < 0, it is the other way round. Nevertheless, the
plus-solution in the abc-formula is the solution we are looking for.
We mainly have been using the first proposed fix by now, however, the second approach
seems more elegant.

4.2.5 The Convergence and Intersection of Breakpoints
Whenever a new arc appears or an arc disappears from the beach line, triples of consecutive breakpoints have to be checked for convergence. In case of convergence, a new
circle event must be added to the event queue.
An edge of the graph lies on the bisector of the corresponding sites. The bisector
separates space into two half-planes. One half-plane contains all points closer to the
one site, the other half-plane contains all points closer to the other site. The geometrical
problem is now the following: Given three sites, check whether there is an intersection
of the two bisectors below the sweep line, and in this case calculate the intersection.
We have found an elegant solution to this problem.
First of all, the position of the intersection can be checked by a half-plane test. Let a, b
and c denote the sites of three consecutive arcs. If c lies to the right of the straight line
through a and b (right turn), the breakpoints converge and the intersection is below
the sweep line. If c lies to the left of the straight line (left turn), the breakpoints do
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c

b
b

a
c

a

Figure 12. In the left panel, c lies to the left of the straight line through a and b. This
situation is called a left turn. The right panel shows a right turn.

not converge and the intersection is above the sweep line. See also figure 12. Mathematically, this can be decided by calculating the signed area of the triangle defined by
the three points (Klein, 2005, chap. 1):
Atriangle

a a 1
1 x y
bx by 1 .
=
2
cx cy 1

(12)

If Atriangle > 0, c lies to the left of the line, if Atriangle < 0, c lies to the right of the line.
Atriangle = 0 means that c lies directly on the straight line.
In case of convergence of the breakpoints (Atriangle < 0), the intersection has to be
calculated. According to Klein (2005, chap. 1), the bisectors are defined by the equations
1
x(ax − bx ) + y(ay − by ) + (b2x + b2y − a2x − a2y ) = 0 and
2
1
x(bx − cx ) + y(by − cy ) + (c2x + c2y − b2x − b2y ) = 0.
2
In order to calculate the intersection (sx , sy ), we identify the x-coordinates. The ycoordinate of the intersection is
(c2x + c2y − b2x − b2y )(ax − bx ) − (b2x + b2y − a2x − a2y )(bx − cx ) := sy -numerator
sy =
.
2[(ay − by )(bx − cx ) − (by − cy )(ax − bx )]
:= sy -denominator
We obtain for the x-coordinate of the intersection
(c2x + c2y − b2x − b2y )(ay − by ) − (b2x + b2y − a2x − a2y )(by − cy )
.
sx =
−1 · sy -denominator
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Furthermore, we have found that the location of the intersection with regard to the
sweep line is contained in the previous calculation in the following way:
sy -denominator
= Atriangle .
4
Thus, we were able to implement an algorithm as follows: Calculate the sy -denominator
and check whether it is greater than zero. If this is not the case, the breakpoints do
not converge and the function can be exited. If the denominator is greater than zero,
the breakpoints converge and we have to calculate the numerator in order to get the
coordinates of the intersection.
−

4.2.6 Sweep Line End Position
In many applications, the mathematical problem is to find the Voronoi tesselation in
a rectangular box. Therefore, it is not necessary to process through the priority queue
until there are no more events. It is sufficient if the sweep line moves downwards until
there are no more breakpoints in the box of interest.
Let BL(0, 0) and TR(∆x, ∆y) be the coordinates of the bottom left and top right corner
of the rectangular box. Furthermore, we consider two extreme cases. Firstly, let one
site be at a(0, 0). Find the sweep line position for which the parabola intersects the
bottom right corner BR(∆x, 0) of the box. The parabola is defined by equation
q
y − l = (ay − y)2 + (ax − x)2 .
Solving this equation for y leads to
y=

a2y − l2 + x2 − 2xax + a2x
.
2ay − 2l

Substituting ax = 0, ay = 0, x = ∆x and y = 0 results in
lend1 = −∆x.
The second extreme case which has to be considered is a position of the site at a(0, ∆y).
We obtain the solution by substituting ax = 0, ay = ∆y, x = ∆x and y = 0:
p
lend2 = − ∆x2 + ∆y 2 ≥ −∆x − ∆y.
Thus, for a rectangular box in general position with the bottom boundary at y = ymin ,
a sufficient end position of the sweep line is
lend = ymin − ∆y − ∆x.
In our application, the box of interest is minimum the area which contains all particles
including ghost particles.
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4.2.7 Degeneracies
Almost all possible degeneracies are automatically handled correctly by the sweep
line algorithm, see De Berg et al. (2008).
For example, if four sites lie on the corners of a square, an edge with zero-length
is automatically created and the degeneracy handled correctly. If desired, these
edges can be deleted from the graph afterwards.
Another degeneracy is the occurrence of a
new site exactly below an existing breakpoint of the beach line. One of the two
neighboring arcs is split, two converging
breakpoints are found, and a circle event
is inserted directly at the position of the
new site. The next handled event is this
circle event and a vertex is created correctly at the position of the breakpoint
above the new site.
However, additional code is needed for a
possible degeneracy at the beginning of
the algorithm. When the first two sites
have the exact same y-coordinate, the arc
above the second site can not be found
because the first arc is degenerated to a
vertical line. We have solved this problem by inserting an additional single site
above the box of interest into the event Figure 13. Voronoi tesselation of sites arranged on a Cartesian grid. A special site
queue, see figure 13.
(blue) has to be added before calculating the
tesselation in order to avoid a degeneracy in
the algorithm.
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5 Solving the Euler Equations
We use Springel (2010) as a guide for solving the Euler equations and if not further
specified, all the equations in this section are from this reference. However, unlike
the AREPO code, our code solves two-dimensional hydrodynamic problems only and is
restricted to run on a single processor.
The Euler equations are solved with a finite-volume method on the grid provided by the
tesselation. To this purpose, the MUSCL-Hancock scheme is used, which is a form of
Godunov’s method. The accuracy is of second-order in space and time. The scheme is
conservative with respect to mass, momentum and energy because it is a finite-volume
method. Furthermore, the mesh generating points (Voronoi particles) are allowed to
move and change the tesselation. If these particles are moved with the flow, Galilean
invariance is ensured. This means that a bulk velocity does not disturb the numerical
solution.
The Euler equations [(3), (4), (5)] can be written in the compact form
∂U
+ ∇F = 0
∂t
 


ρ
ρv
with the state vector U = ρv  and the flux F (U ) = ρvv T + P .
ρe
(ρe + P )v

(13)

The volume integral of this vector over the cell i gives the state vector of the conserved
variables of this cell,
 
mi

(14)
Q = pi  ,
Ei
where mi is the total mass, pi is the total momentum, and Ei the total energy of cell
i. This state vector is updated from time step n to time step n + 1 by equation
X
(n+1/2)
(n)
(n+1)
Aij F̂ ij
.
(15)
Qi
= Qi − ∆t
j

The sum is over all neighboring cells and the summands are the edge lengths Aij times
(n+1/2)

the time-averaged flux approximation F̂ ij

.

The difficulty lies in calculating these fluxes. In this finite volume method, they are
achieved by calculating gradients of the primitive variables in every cell in order to
reconstruct the primitive variables at the edge centers of the cells. The unknown fluxes
across the edges are computed thereafter by an exact Riemann solver.
The major part of this section describes how the flux computation is accomplished in
detail with the MUSCL-Hancock scheme.
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5.1 Main Loop and Profiling

In order to give an overview of the Voronoi method, we present the main loop of HAVOC
in pseudo code:
main_loop
{
determine_ghost_particles

0.07%

reset_graph

0.09%

create_ghost_particles

0.06%

make_tesselation

43.25%

update_half_edge_lengths_and_centers

3.01%

update_cell_volumes_and_centers

5.37%

calculate_primitive_variables

0.95%

m ay b e_ b i na r y_ o u tp u t

0.33%

ghosts_assign_primitive_variables _cell_centers_and_volume

0.39%

c al c ul a t e_ g ra d i en t s

13.10%

slope_limit_gradients

8.08%

ghosts_assign_gradients

0.00%

assign_particle_velocities

0.07%

m es h _r e g ul a ri z a ti o n

0.74%

ghosts_assign_particle_velocities

0.26%

determine_global_timestep

0.48%

calculate_fluxes

20.50%

update_conserved_variables

2.80%

move_voronoi_particles

0.43%

m o v e _ g h o s t _ pa r t i c l e s ( zero grad box only )

0.04%

}

32

5.2. Calculation of Geometric Data of the Graph

Each of these functions is called once per time step. The numbers to the right are the
percentaged runtimes of the functions. The majority of the runtime (∼85%) is used for
calculating the tesselation, the limited gradients, and the fluxes. Furthermore, there
is a good balance between the mesh calculation (∼43%) and solving the physics. The
exact Riemann solver is contained in the flux calculation and uses only about 1.4%
of the total runtime. This profile was taken from a simulation with initial conditions
according to the Riemann-2D test problem of the PLUTO code (Mignone, 2012). We
refer to this problem as the quad-shock problem in the test section.

5.2 Calculation of Geometric Data of the Graph
After creating the tesselation in the function make_tesselation, we have to calculate
the lengths and centers of the half edges in update_half_edge_lengths_and_centers
as well as the volumes and centers of the cells in update_cell_volumes_and_centers.
The needed values of an edge separating the cells i and j are the edge length Aij , and
the center of the edge f ij . They can be calculated straightforwardly with the locations
of the two adjacent vertices. After calculating these values for a half-edge, the data
can be copied to the twin half edge.
We follow Duffell and MacFadyen (2011) for calculating the volumes and centers of the
Voronoi cells. The idea is to divide every cell into triangles with the location of the
Voronoi particle as a common point. The area of the cell is the sum of the triangle
areas. Given three points a, b, and c in counterclockwise sorting, the volume of the
corresponding triangle is given by equation (12):

Atriangle

a a 1
1
1 x y
bx by 1 = [ax (by − cy ) + bx (cy − ay ) + cx (ay − by )] .
=
2
2
cx cy 1

In the same way, the cell center can be calculated by determining the weighted average
of the centers of the triangles. The center of a single triangle is
striangle

1
=
3




ax + b x + c x
.
ay + b y + c y

The cell center of a cell with n triangles can now be calculated by
scell =

A1 s1 + A2 s2 + ... + An sn
.
A1 + A2 + ... + An
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5.3 Calculation of the Primitive Variables
Given the conserved variables mass mi , energy Ei , and momentum pi in the form of
the state vector (14) in each cell i, we calculate the corresponding primitive variables
density ρi , velocity v i , and pressure Pi in calculate_primitive_variables:
ρi =

mi
,
Vi

vi =

pi
,
mi

where Vi is the volume of cell i.

Substituting ρi ui in the total energy Ei = Vi ρi ui + 12 ρi v 2i with the equation of state
(8) and solving the expression by the pressure results in


Ei 1 2
Pi =
− ρi v i (γ − 1).
Vi
2

5.4 Calculation of Gradients and Slope Limiting.
Let φi be one of the values ρi , Pi , vix or viy of a cell i and r i the position of the Voronoi
particle. We want to calculate the mean gradient h∇φii . A straightforward way to
generate an approximation to this gradient is to use the Gauss theorem:
Z
Z
Vi · h∇φii ≈ ∇φ dV = φ dn.
(16)
Vi

∂Vi

A first approximation to the right hand side of this equation is
Z
X1
(φi + φj )Aij n.
φ dn ≈
2
j
∂Vi

The sum has to be calculated over all neighboring cells j, Aij is the length of the edge
r
r −r
separating cell i and j, and n = rijij = irij j denotes the normal vector of the edge.
However, in the special case of a Voronoi tesselation, the gradient estimation can be
done better with an additional term. The right hand side of (16) can be approximately
rewritten as
Z
Z
φ dn ≈ (φi + ∇φ · (r − r i )) dn.
∂Vi
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5.4. Calculation of Gradients and Slope Limiting.

Furthermore, the identity ∇r ij = φi − φj and nkr ij can be used. The latter expression holds especially for Voronoi tesselations. Several manipulations without further
approximations, for details see Springel (2010, chap. 3.1), yield in the final right hand
side and gradient estimate
h∇φii Vi =

X
j6=i



φi + φj r ij
cij
−
,
Aij [φj − φi ]
rij
2
rij

(17)

where cij is the vector from the mid-point between the particle positions r i and r j to
the center of the corresponding edge. This gradient is exact to linear order.
The gradients are used to linearly reconstruct the primitive variables at the edge centers
of the cells:
φ(r) = φi + h∇φii · (r − si ),

(18)

where si is the center of mass of cell i. Depending on the initial conditions, the
solution of the Euler equations may contain fluid discontinuities. In order to avoid
over- or undershoots in the reconstruction, the gradients must be limited close to the
discontinuities. Without limiting the gradients, new artificial minima or maxima of
the primitive variables can be induced.
We have implemented two different slope limiters. The idea of the slope limiter implemented in Springel (2010) is that the reconstructed primitive variables at the center
and not lesser than the minimum
of an edge are not greater than the maximum φmax
i
min
value φi among all neighboring cells and the cell itself. To this end, the gradients
are limited by a local factor αi ∈ [0, 1]:
h∇φii → αi h∇φii .
The slope limiter αi of cell i is calculated by
αi = min (1, Ψij ),
neighb.j

 max
 (φi − φi )/∆φij for ∆φij > 0
(φmin − φi )/∆φij for ∆φij < 0
Ψij =
 i
1
for ∆φij = 0,

with ∆φij = h∇φii · (f ij − si ), where f ij is the center of the edge.
The downside to this slope limiter is that it does not hold the total variation diminishing
(TVD) property and may cause small post-shock oscillations.
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We have therefore implemented a second slope limiter following Duffell and MacFadyen
(2011):

 max(θ(φj − φi )/∆φij , 0) for ∆φij > 0
max(θ(φj − φi )/∆φij , 0) for ∆φij < 0
Ψij =

1
for ∆φij = 0,
where θ controls the diffusivity and is generally set to θ = 1. This limiter has the TVD
property, on the other hand though, it is more diffusive.
In our code, the gradients are computed in calculate_gradients and slope_limit_gradients. The slope limiter and the parameters can be chosen in the constants
file. We generally carry out our hydrodynamical simulations with the first slope limiter,
unless problems occur due to oscillations.

5.5 Flux Calculation
With the gradients we are able to reconstruct the primitive variables at the centers of
the edges. Furthermore, if the states left and right to an edge are known, the exact
Riemann solver can be applied in order to calculate the state at the edge, and finally,
this state is used to determine the flux across the edge.
In order to ensure Galilean invariance in the flux computation, it has to be carried out
in the rest-frame of the edge. The velocity of the center of the edge is
wR + wL
+ w0 ,
2
where wL and wR are the velocities of the Voronoi particles left and right to the edge.
w0 is the residual motion, which describes the rotational movement of the edge, it is
w=

w0 =

(wL − wR ) · [f − (r R + r L )/2] (r R − r L )
·
,
|r R − r L |
|r R − r L |

where f is the center of the edge, and r L/R the position of the left and right Voronoi
particle. Using this velocity, the states left and right to the edge can be transformed
to the rest-frame. In the primitive variables (ρ, v, P ), the transformation is
 
0
W 0 L,R = W L,R − w .
0
These states are associated with the center of mass sL,R of the cell and the states at
the edge are linearly predicted by
W 00 L,R = W 0 L,R +
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∂W 0
∂r

(f − sL,R ) +
L,R

∂W 0
∂t

L,R

∆t
.
2

5.6. Global Time-Step Criterion

The slope limited gradients provide the spatial derivatives. The time derivative is
replaced by the Euler equations in primitive variables, which can be found, for example,
in Mignone (2012). They are given by
∂ρ
+ v · ∇ρ + ρ∇v
∂t
∂vx
1 ∂P
+ v · ∇vx +
∂t
ρ ∂x
∂vy
1 ∂P
+ v · ∇vy +
∂t
ρ ∂y
∂P
+ v · ∇P + γP ∇v
∂t
In a last transformation step, the states and the
aligns with the y−coordinate:

= 0,
= 0,
= 0,
= 0.
edge are rotated so that the edge

W 000 L,R = ΛW 00 L,R ,
where Λ rotates the velocities but does not affect the density and the pressure. We can
finally use the exact Riemann solver for solving the Riemann problem and sample the
solution along x/t = 0, see also section 3.2. This provides the state at the edge W e ,
which has to be retransformed into the laboratory frame of reference by
 
0
−1

W lab = Λ W e + w .
0
Since the edge is moving with velocity w, the flux vector is


ρ(v lab − w)
F̂ =  ρ(v lab (v lab − w)T + P  ,
ρelab (v lab − w) + P v lab
where elab = v 2lab /2 + P/[(γ − 1)ρ]. We only have to take into account the flux perpendicular to the edge, and therefore, we have to project each of the flux components
onto the normal vector of the edge via the scalar product. This projection is used as
the time-averaged flux approximation in equation (15), which describes the update of
the conserved variables.
In our code, the steps described above are computed in calculate_fluxes and update_conserved_variables.

5.6 Global Time-Step Criterion
We have implemented a global Courant-Friedrichs-Lewy (CFL) time step criterion in
determine_global_time step. For a comprehensive presentation of the CFL condition see LeVeque (2002, chap. 4.4). In the following, we only present the basic idea
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and derive the global CFL condition for hydrodynamics on a moving Voronoi mesh
proposed in Springel (2010) heuristically.
Stability and consistency implies convergence of a numerical method. The CFL condition is necessary for the stability of any finite volume method and finite difference
method. The idea behind the condition is that the numerical domain of dependence
contains the real domain of dependence of the partial differential equation.
Heuristically, we can state that the speed of numerical information has to be faster
than the physical speed. We therefore have to satisfy the condition
vphys
= CCFL , CCFL ≤ 1,
vnum ≥ vphys ⇒
vnum
where CCFL is the constant CFL coefficient. The numerical information speed is vnum =
∆x
, where ∆x is the length of a grid cell and ∆t the time-step size. For the Euler
∆t
equations, the maximum wave speed is the sum of the sound speed and the velocity of
the fluid, vphys = c + |v|. According to this,
∆t
= CCFL ,
∆x
∆x
⇒ ∆t = CCFL
.
c + |v|

(c + |v|) ·

In the case of a mesh moving with the flow, the numerical velocity is vnum =
and the condition vnum ≥ vphys leads to

∆x
∆t

+ |v|

c + |v|
≤ 1,
+ |v|
∆x
⇒ ∆t = CCFL
.
c
∆x
∆t

p
A characteristical length of a Voronoi cell is the effective radius, which is R = V /π in
two dimensions. The global time step is given by the minimum time-step of all cells:
∆t = min ∆ti ,
i

∆ti = CCFL

Ri
,
ci

p
where ci = γPi /ρi is the local sound speed. Note that for a bulk velocity in the
order of the sound speed or higher, the time step of the moving mesh approach is
considerably smaller.

5.7 Movement of the Voronoi Particles
Technically, the Voronoi particles can be moved arbitrarily. However, in order to gain
a Lagrangian Galilean invariant formulation, the particles have to be moved with the

38

5.8. Boundary Conditions

local velocity of the flow. This movement results in a mesh with constant mass per cell.
The Lagrangian velocities are set in the function assign_particle_velocities.
Additionally to the velocity of the flow, the particles get a small velocity component
v reg in order to regularize the mesh. The cells of the mesh should be roundish and
the position of a Voronoi particle should be close to the cell center of mass in order to
reduce the errors in the gradient estimation (17) and in the linear reconstruction step
(18). This is because the information of the fluid is carried by the Voronoi particles,
on the other hand however, the informations in form of the primitive variables are cell
averages and have to be associated with the center of mass of a cell. For example, the
reconstruction has to start at the cell center of mass. Note that the cell center of mass
and the cell center of volume coincide in our finite volume scheme.
Furthermore, Vogelsberger et al. (2012) points out that mesh regularization reduces
also the rate at which edges change their orientation.
A small correction velocity in order to regularize the mesh can be calculated by

v reg = χ





0
i di −0.9ηRi
ci sid−r
0.2ηRi
i
i
ci sid−r
i

for di /(ηRi ) < 0.9
for 0.9 ≤ di /(ηRi ) < 1.1 ,
for 1.1 ≤ di /(ηRi )

(19)

where si is the cell center of mass, r i is the location of the particle, di = |si − r i |, Ri
is the effective radius, and ci is the local sound speed. χ and η are parameters usually
set to 1.0 and 0.25 respectively.
The idea behind this formula is to measure the relative value di /(ηRi ) and to decide
whether to do full correction (top row of the formula) or no correction (bottom row
of the formula). The middle row of the formula has the purpose of a soft transition
between these two cases. When a correction is applied, the direction is always towards
the cell center of mass. Formula 19 is implemented in mesh_regularization.
Applying nothing but relaxation steps to a graph results in a honeycomb structure,
see figure 14. When the positions of the mesh-generating points coincide with the cell
centers, the tesselation is a so-called centroidal Voronoi tesselation and all cells are
perfectly hexahedral.

5.8 Boundary Conditions
We have implemented three different boundaries so far: reflecting boundaries, periodic
boundaries, and zero-gradient boundaries. We use ghost particles for each of these
boundary types.
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Figure 14. The left panel shows a graph of a random Voronoi particle distribution. The
right panel shows the same graph after many relaxation steps.

The idea behind reflecting and periodic boundaries is the same. We have to use the
real particles in the box in order to create ghost particles. The attributes of a ghost
particle is not calculated from neighboring ghost particles but from the corresponding
real particle. This is done by the functions starting with ghosts_assign in the main
loop.
For a box which has periodic boundaries left and right, the ghost particles are created
by shifting particles close to the left border by one box length to the right and vice
versa. The primitive variables and the volume of a ghost cell are the same as for the
real particle. The cell center of volume is obtained by shifting and the gradients and
the particle velocity are again the same.
The positions of the ghost particles of a reflecting box are calculated by mirroring
particles close to a border across this border. A tesselation with such ghost particles
automatically covers a border with edges as can be seen in figure 15. The pressure
and density can be copied from the real particle to the ghost particle, but the velocity
has to be mirrored in order to achieve a reflecting boundary. The pressure and density
gradients of a ghost particle are given by the mirrored vectors of the real particle.
However, we have noticed a subtlety in calculating the ghost velocity gradients. In
order to obtain the correct ghost velocity gradient, we have to mirror the gradient
of the corresponding real particle and thereafter additionally reverse the sign of the
normal velocity. This is due to the fact that mirroring the velocity also affects the
velocity gradient. For example, the ghost gradient of the velocity in x-direction at a
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vertical border is
ghost_grad(vx ) = mirrored_grad(vx )|vx =−vx = −mirrored_grad(vx ).
At a horizontal border it is simply
ghost_grad(vx ) = mirrored_grad(vx )|vy =−vy = mirrored_grad(vx ).
So far, we have not discussed how to determine the real particles from which we create
the ghost particles. This is done by the function determine_ghost_particles in the
main loop. We want to present our own considerations on this problem.
First of all, the brute force method is to use particles which are closer to the border than
a given distance in order to create ghost particles. The problem with this approach is
that more ghost particles than needed are created.
A better solution to this problem is to use the tesselation of the previous time step.
In this tesselation, we search for the neighbors and neighbors of neighbors of ghost
particles. These two border layers of the old tesselation are used to create the ghost
particles in the next tesselation, see figure 15. We can assure that these ghost particles
are sufficient because the tesselation moves continuously.

Figure 15. We present two tesselations of a simulation with reflecting boundaries. The
left panel shows the determined ghost particles at time step n. Ghost particles are created
out of these particles at the time step n + 1, what is shown in the right panel. Note that
the outer ghost cells have no physical relevant shape. However, this is no problem because
all attributes are copied to the ghost particles and none of them are calculated.

This method may also be applicable in the parallelization of a Voronoi code. In a
parallel code, there are many borders between the domains distributed to different
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processors and in each time step, sets of ghost particles have to be determined. We
propose that this neighbors of neighbors method is a feasible alternative to the method
used in Springel (2010), where ghost particles are copied from other domains until the
tesselation of the local domain is complete.
The third type of conditions we have implemented are zero-gradient boundaries. This
type is not described in Springel (2010) and we tried to find a robust implementation
by ourselves. In general, zero-gradient boundaries is a relatively easy attempt to create
transmissive boundaries. In Toro (2009, chap. 6.3) it is pointed out that transmissive
boundaries for multi-dimensions are still area of current research. In order to implement
transmissive boundaries correctly, the structure of the transmitting wave must be taken
into account. Nevertheless, they suggest to use ρl = ρr , pl = pr and v l = v r at the
boundaries, which leads to vanishing gradients.
For hydrodynamics on a moving Voronoi mesh, it is however more complicated. Real
particles are able to leave the box and ghost particles can enter it. Furthermore, a real
particle close to the boundary has often more than one ghost particle neighbor. We
have implemented the zero-gradient boundaries using three different types of particles,
see figure 16.

Figure 16. Illustration of the zero-gradient boundary implementation. The left panel
shows the top left part of a wind tunnel simulation, the right panel of a quad-shock
simulation. The blue particles are the real particles inside of the computational domain.
The red particles are moving ghost particles and the yellow particles are fixed.

The blue particles are the real Voronoi particles inside the computational domain (inner
green box). The layer of red particles are ghost particles which are kept from time step
to time step and which are moving. They are located inside another box, but outside
the computational domain. The third type of particles are two outer layers of yellow
ghost particles which are fixed.
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Now there are different events. For example, a blue real particle can leave the computational domain and become a red ghost particle. On the other hand, a ghost particle
becomes a real particle if it enters the computational domain. If a red ghost particle
moves across the outer box, it gets deleted from the simulation. Furthermore, we had
to find a way to introduce new ghost particles into the simulation when there is an
inflow. To this purpose, the cell volumes of the inner yellow fixed particles are observed. Whenever one of these volumes becomes greater than 1.5 times the volume
of a standard cell, a new ghost particle is created next to the corresponding yellow
particle, and inside of the outer green box.
With this method, a perfect moving Cartesian grid is retained when all the blue particles inside of the computational domain move into a coordinate direction, see also the
left panel of figure 16. The right panel shows the top left part of a low-resolution quadshock simulation at t = 0.6. The movies wind_tunnel_zero_grad_boundary.mp4 and
quad_shock_zero_grad_boundary.mp4 on the DVD visualize these simulations further.
We want to point out additional technical details. The primitive variables of the ghost
particles must only be set for the most inner particles of the red layer. Since these
particles have often more than one real neighbor particle, the primitive variables are
calculated with a weighted arithmetic mean. We have chosen the edge lengths as
weights. The cell centers and volumes are calculated directly within the ghost cells.
The gradients are set to zero, although they vanish only approximately for a ghost cell
which has more than one real neighbor. The Voronoi particle velocities of the most
inner red ghost layer is again calculated with the arithmetic mean. Moreover, particle
velocities must be assigned to all red ghost particles. This is done outwards layer per
layer, again with the edge-length weighted arithmetic mean.
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6 Hydrodynamical Simulations
In this section, we present the results of several test problems. The solution to the
Riemann problem and to the Sedov explosion is well known. Furthermore, we try to
extract analytical data from the Kelvin-Helmholtz and the Rayleigh-Taylor instability.
We focus in our analysis on the comparison between the Eulerian and the Lagrangian
version of the HAVOC code.
We omit the units of the primitive variables and time in this section. This is justified by
the Euler equations being inherent dimensionless. This means that the dimensionless
representation of the Euler equations (5) consists of the same differential equations.

6.1 Shock Tube
The shock tube test problem is one of the few hydrodynamic simulations which can
not only be compared to a real experiment but also to an available exact solution.
This exact solution can be generated for example by implementing an exact Riemann
solver following Toro (2009). The shock tube problem is a special case of the Riemann
problem with velocities set to zero.
We choose the initial conditions following Kley (2013a):

Pressure
Density
Velocity

Left state
Pl = 1
ρl = 1
vl = 0

Right state
Pr = 0.1
ρr = 0.125
vr = 0

The adiabatic exponent is γ = 1.4 and we use grids with 100 × 10 grid cells in the
computational domain (x, y) ∈ [0, 1] × [−0.05, 0.05]. The initial discontinuity is at
x = 0.5. In order to simulate the one-dimensional shock tube problem with our twodimensional code, the values of the primitive variables are fixed in the y-direction.
Figure 17 shows the different grids at t = 0.228 we have used. The first two grids are
fixed and the Voronoi particles do not move. In the third and fourth simulation, we
start with the same grids, however, we use the Lagrangian version of our code. The
Lagrangian grids are slightly asymmetric, this effect is mainly due to the even number
of cells in y-direction.
The primitive variables and the comparison to the analytical solution at t = 0.228 is
shown in figure 18. The first column shows the outcome of the shock tube problem in
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Figure 17. The different grids at t = 0.228 with which we have tested the shock tube
problem.

the direction of the x-coordinate. Godunov’s method in form of the MUSCL-Hancock
scheme does very well in this test. In the second column we present the result of
the shock tube simulation tilted to the directions of the coordinates. There are slight
oscillations in the velocity behind the discontinuity. The Lagrangian version of the
code (column 3 and 4) is able to reproduce the discontinuities sharply, however, there
is an additional oscillation in the velocity of column 3 and also the curve is roundish
in the interval x ∈ [0.4, 0.6] . For a shock in general direction, the Lagrangian code
provides the best result (column 4).
The outstanding feature of a Lagrangian code is the Galilean invariance. We want
to reveal this feature by calculating a shock in x-direction with a bulk velocity also
in x-direction. We can simulate this by defining the boundaries left and right of the
box periodic. Now there are two shocks because of the periodicity. However, if we
make the box twice as long as in the above simulations, the waves do not superpose
2
≈ 8.77, which is in the
at t = 0.228. We choose the boost velocity to vboost = 0.228
order of Mach 8. In figure 19 we show the comparison between the Euler version and
the Lagrangian version of our code. The Euler code is not able to retain its accuracy
with the supersonic boost. The numerical solution around the contact discontinuity is
highly smoothed. As expected, the Lagrange code is not affected at all by the boost.
We have showed the lack of Galilean invariance of the Euler code for a high velocity
boost. It would be interesting and worth a further investigation how the Euler code
treats low boost velocities. They should be no problem for a short period of time like
t = 0.228s, however, the errors accumulate with time and this effect may be significant
for a great time range.
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Figure 18. Comparison of the shock tube simulations with the analytical solution at
t = 0.228 for different grid types. The initial discontinuity was at x = 0.5.
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Figure 19. Density profile of the shock tube problem for the Euler version of our code
(left column) and the Lagrangian version (right column) at t = 0.228. The first row is
without a boost, the second row with a boost velocity of approximately Mach 8.
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6.2 Sedov Blast Wave
Injecting energy into a point-like region of a cold uniform gas is the initial condition
for a strong explosion and results in a blast wave sweeping outwards. An analytical
self-similar solution is known to this problem, see for example Padmanabhan (2000).
In the case of a cold gas and a strong shock, approximations imply that the solution
depends only on the injected energy E and the density ρ of the uniform gas. The
maximum mass compression is given by a junction condition across the shock front:
ρmax = ρ

γ+1
.
γ−1

The radius of the shock front at time t is

R(t) = R0

Et2
ρ

1/5
,

where R0 is a constant depending on γ, which has to be calculated by numerically
evaluating the energy integral
Z
1
!
ρu + ρv 2 dV = E.
2
0<r<R0

However, there may occur singularities in the integrand depending on the parameters.
These singularities can be removed analytically, see Kamm and Timmes (2007). This
reference also provides a Fortran code for generating the exact solution for different
geometries and arbitrary adiabatic exponents γ. The exact solutions in this subsection
were achieved with this code.
We inject the energy E = 1 into a few cells at the middle of the domain using a
Gaussian distribution. The initial density of the gas is set to ρ = 1. The simulations
are carried out in a (x, y) ∈ [−0.5, 0.5] × [−0.5, 0.5] box and we omit this information
in the plots.
We demonstrate the shape of the moving mesh in a Sedov blast wave simulation in
figure 20, left panel. The mesh has no polar symmetry due to the initial Cartesian
particle distribution. The great advantage of the moving grid is the non-uniform spatial
resolution which is higher at the shock front. However, very lengthy cells occur in the
coordinate directions. We illustrate this fact in the right panel of figure 20, where the
inverse roundness of the cells is shown.
We define this quantity as
roundness−1 =

max_distance − effective_radius
,
effective_radius

(20)

49

6.2. Sedov Blast Wave

0

0.5

1

1.5

2

Surface Density

2.5

3

3.5

0

0.2

0.4

0.6

0.8

1

1/Roundness

Figure 20. We present plots of a low-resolution simulation with γ = 5/3 at t = 0.1.
The surface density and the mesh is plotted in the left panel, the inverse roundness of the
cells is plotted in the right panel.

where max_distance denotes the maximum over all distances between the cell center
of volume of the Voronoi particle and the vertices of the cell.
We have discovered in our work that these lengthy cells cause problems for strong
shocks (γ = 7/5). Though, we want to present the results for γ = 5/3 at fist. The
two versions of our code are compared in figure 22. The surface density distribution of
the Eulerian code is very symmetric. On the other hand, there are some spikes in the
surface density of the Lagrangian code. The directions of the spikes are in coordinate
directions of the initial grid and diagonal to them.
If we compare the simulations to the exact solution however, we can show that the
Lagrangian code captures the shock better. The resolution at the center of the explosion is thinned out and the resolution at the shock position is much higher than
the resolution of the Euler code. It is not possible to resolve the sharp density spike
perfectly because its sharpness is unlimited in contrast to the spatial resolution. There
is also a small phase error in both simulations, the wave of the simulation is slightly
ahead of the exact solution. According to Springel (2010), this is due to the low relative resolution in the beginning of the simulation where only few cells model the shock
front. Furthermore, the phase error decreases with time.
For a smaller adiabatic exponent of γ = 7/5, the shock is stronger and the cells
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with high aspect ratio (see figure 20) cause problems. In general, lengthy cells are
eventually dissolved at the cost of symmetry. Usually this is no problem and small
local asymmetries are hardly noticeable.
With a small adiabatic exponent however, the dissolution of lengthy cells results in a
frayed shock front as shown in the top panels of figure 23. The mesh regularization (19)
tries to make the cells rounder by evaluating the distance between the Voronoi particle
and the cell center of volume for every cell. However, this distance is no indication of
a lengthy cell and they are not corrected stronger than other cells.
In order to correct these cells stronger, we calculate the roundness of every cell and add
a small velocity proportional to the inverse of the roundness to the particle velocity.
We choose the direction of the correction velocity antiparallel to the velocity of the
fluid because the cells with high aspect ratio are created perpendicularly to the flow.
We present the simulation with this additional correction in the bottom panels of figure
23. In this way, we were able to restore the blast wave, even though the resolution at
the front and therefore the maximum density is a little bit smaller compared with the
corrupt simulation in the top panels.
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Figure 21. Comparison of simulations with 101 × 101 particles and γ = 7/5 at t = 0.1
to the exact solution.

We compare the corrected simulation to the exact solution in the right panel of figure
21. The left panel shows the result for the Euler code. Again, the Lagrangian version
of the code resolves the sharp density spike better.
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We want to note shortly that a more specific regularization technique is also proposed
in Vogelsberger et al. (2012). They consider the maximum opening angle of a cell edge
seen from the Voronoi particle. Their intention for this new technique is to do less
regularization in order to ensure constant mass per cell more strictly. As a side effect
however, this regularization method also corrects lengthy cells stronger.
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Figure 22. Plots from Sedov blast wave simulations with 101×101 particles and γ = 5/3
at t = 0.1. The left panel shows the result for a fixed Cartesian grid, the results of the
moving mesh are shown in the right panel. In the lower row we compare the simulations
to the exact solution (red line). For the sake of visual clarity, we have plotted every tenth
data point only.
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Figure 23. Sedov blast wave with 101 × 101 particles and γ = 7/5 at t = 0.1. The top
panels show the outcome of the simulation without a correction. In the bottom panels,
we show the result of the simulation with applied roundness correction.
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6.3 Kelvin-Helmholtz Instability
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Figure 24. Time evolution of a Kelvin-Helmholtz instability. The resolution is 50x50
Voronoi particles. The top panels show the Euler version of our code, the bottom panels
the Lagrangian version.

The Kelvin-Helmholtz instability is a common phenomenon in nature and especially
in astrophysics, for instance in jets. It also occurs as a side effect in Rayleigh-Taylor
instabilities. It is triggered by a tangential shear flow of two fluids. A velocity gradient
perpendicular to the surface of separation results in the growth of small perturbations.
For an analysis in detail see for example Padmanabhan (2000) or Kley (2013b).
If the Euler equations are linearized and small perturbations of the form exp[i(kx−ωt)]
are assumed, the dispersion relation in the frame of the mean velocity is given by
√
(ρ1 + ρ2 ) ± i ρ1 ρ2
,
ω = k(v2 − v1 )
ρ1 + ρ2
where ω is the frequency in time, k the frequency in space (wave number), v2 = −v1 the
velocities of the fluids, and ρ1 and ρ2 the density of the fluids left and right to the surface
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of separation. This is the result of a linear stability analysis for an incompressible ideal
fluid with p1 = p2 at the boundary layer.
For a wave with real k, the growth rate in time of the instability is the imaginary part
of the frequency:
√
ρ1 ρ2
.
ωI (k) = k(v2 − v1 )
ρ1 + ρ2
The setup of our simulations follows Springel (2010). We divide the computational
domain (x, y) ∈ [−0.5, 0.5] × [−0.5, 0.5] into three horizontal stripes:

Top stripe
Middle stripe
Bottom stripe

y-Range
Density Pressure x-Velocity
0.25 < y ≤ 0.5
ρT = 1 PT = 2.5 VT = −0.5
−0.25 < y ≤ 0.25 ρM = 2 PM = 2.5 VM = 0.5
−0.5 ≤ y ≤ −0.25 ρB = 1 PB = 2.5 VB = −0.5

Furthermore, in order to trigger a single mode, the vertical velocity is perturbed:




(y − 0.25)2
(y + 0.25)2
vy (x, y) = w0 sin(4πx) × {exp −
+ exp −
},
2σ 2
2σ 2
√
with ω0 = 0.1 and σ = 0.05/ 2.
The adiabatic exponent is set to γ = 5/3 and the boundaries are periodic in horizontal
direction and reflecting in vertical direction.
These initial conditions imply a growth rate of
√
2
≈ 5.9
ωI = 4π · 1 ·
3

(21)

for the primitive variables. Note that the square of a primitive variable grows at the
double rate since v ∝ exp(ωI t) implies v 2 ∝ exp(2ωI t), for example. Therefore, the
growth rate of quantities related to the kinetic energy is expected to be 2ωI ≈ 11.8.
Figure 24 shows low resolution simulations of the instability. The billows of the KelvinHelmholtz instability are more detailed in the Lagrange code. Furthermore, the instability appears to evolve faster with the moving mesh. The same setup is used in Springel
(2010) in order to show that the Euler version of the AREPO code has an accuracy similar to state-of-the-art second-order Eulerian codes. We keep this fact in mind, and in
the following, we focus again on the comparison of the two versions of our code.
In order to quantify the growth rate of the instability in this simulation, we calculate
different quantities. The vorticity ω i = ∇ × v i of a cell i can be calculated with the
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velocity gradients. Since this quantity can also be negative, we take the absolute value.
2
The second quantity is the kinetic energy in y−direction of a cell, Ekin_y,i = 21 mi vy,i
.
Furthermore, we define a turbulence kinetic energy for this simulation. To this purpose,
we overlay our computational domain with points on a Cartesian grid. We can calculate
the primitive variables at these points with a point location and a linear reconstruction
starting at the cell center of mass of the located cell. We define the turbulence kinetic
energy of a point in row i and column j by Et,ij = 12 ρij (v̄ i − v ij )2 , where v̄ i is the mean
velocity of row i. The different quantities for the low resolution simulations at t = 1.5
are shown in figure 25. As expected, the quantities are non-zero close to the billows.
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Figure 25. Quantities of the Kelvin-Helmholtz simulations of figure 24 at t = 1.5. For
the absolute value of the vorticity (left panels) and the kinetic energy in y−direction
(middle panels), the quantities are calculated for each cell. The turbulence kinetic energy
(right panels) is calculated for each point of a point cloud on a Cartesian grid. Again, the
top panels show the Eulerian version of the HAVOC code, the bottom panels the Lagrangian
version.
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In order to quantify the growth rate, we add up each of these quantities over the whole
computational domain and observe the change in time, see figure 26. Since we expect
an exponential growth of the instability, the vorticity is not suited as a measurement.
The kinetic energy in y−direction and the turbulence kinetic energy on the other hand,
clearly increase exponentially in the first half of the simulation.
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Figure 26. The evolution in time of the absolute value of the vorticity, the kinetic
energy in y−direction, and the turbulence kinetic energy, each added up over the whole
computational domain. The data are from the simulations with 50x50 Voronoi particles.
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The logarithm of these quantities and a linear fit is shown in the top panels of figure
28. The lower panels consist of the results of simulations with higher resolutions. The
gradients of the straight fitted lines are the measured growth rates.
As you can see from the bars on the top left of the plots, the linear region decreases
with increasing resolution. Despite the fact that the instability evolves faster for the
moving mesh (see figure 24), in most of the cases, the linear region is greater for the
Lagrangian code.
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Figure 27. We present the growth rate as a function of the resolution. The data points
are plotted with the small errors from the linear fit. For the sake of visual clarity, the
points are connected with lines. The green line is the predicted analytic growth rate, see
also equation (21).

In order to analyze the growth rates, we plot them against the resolution, see figure
27. The first thing we want to mention is that the growth rate strongly depends on
the resolution. However, the rates seem to converge towards a fixed value for high
resolutions. Furthermore, the measured growth rates are in the order of the expected
analytic value. Especially the kinetic energy in y−direction is close to the analytic
rate, which is higher only by a factor of about 1.3 for 500 particles per dimension. The
difference may appear due to the assumption of incompressibility in the calculation
of the analytic rate, or the limited spatial extend of the simulation. For t > 1, the
surfaces of separation clearly influence each other, see figure 24.
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Figure 28. Growth of the logarithm of the kinetic energy in y−direction and the turbulence kinetic energy. The growth in this representation is supposed to be linear. The
dashed lines are the results of least-square fits. The time intervals used for the fits are
indicated with bars on the top left of each plot. The measured growth rates can be seen
from the keys on the bottom right.
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At the end of this section, we want to present a plot of a simulation with over one
million particles (1024x1024) in figure 29. For such a high resolution, fractal structures
occur. There are small Kelvin-Helmholtz billows on top of the large-scale billows. In
the right panel, we zoomed in on one of those fractal structures.
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Figure 29. Kelvin-Helmholtz simulation with 1024x1024 Voronoi particles at t = 1.5.
The right plot is zoomed in on the small square on the bottom right of the left plot.
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6.4 Rayleigh-Taylor Instability
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Figure 30. Comparison of Rayleigh-Taylor instability simulations with about 110.000
particles.

The Rayleigh-Taylor instability is triggered in a fluid by a density gradient and a
gravitational field pointing in the opposite direction. A typical example on earth is a
denser fluid lying on top of a phase with lower density. The potential energy of this
system decreases when the heavier liquid moves downwards, and therefore, the fluids
are mixing further.
A linear stability analysis with perturbations of the form exp i(kx − ωt) can be found
again in Padmanabhan (2000). The result for the dispersion relation under the assumption of incompressibility is
ω2 =

kg(ρ2 − ρ1 )
,
ρ2 coth kh2 + ρ1 coth kh1

where g > 0 is the external acceleration downwards, ρ1 and ρ2 are the densities of the
top and bottom fluids respectively, and h1 and h2 are the depths. This formula also
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includes the special case ρ1 = 0, which leads to deep-water waves for kh2 >> 1, and
shallow-water waves for kh2 << 1.
The configuration is stable for ω 2 > 0, and therefore, ρ2 > ρ1 . When ρ2 < ρ1 on the
other hand, ω is imaginary and the perturbations increase exponentially.
We simulate a Rayleigh-Taylor instability with initial conditions according to Springel
(2010). The computational domain is (x, y) ∈ [0, 0.5] × [0, 1.5] with vertical reflecting
and horizontal periodic boundaries.
The density in the top half is ρ1 = 2, and in the bottom half ρ2 = 1. In order to
start with a hydrostatic equilibrium, the pressure is set to P (y) = P0 + g(y − 0.75)ρ,
with g = −0.1 and P0 = 2.5. The velocities are zero with the exception of the small
perturbation vy (x, y) = w0 [1 − cos(4πx)][1 − cos(4πy/3)], where w0 = 0.0025.
With these initial conditions, the expected growth rate for the primitive variables is
s
4π · 0.1
≈ 0.65.
ωI =
3 coth(4π · 0.75)
The time evolutions of simulations with 192x576 Voronoi Particles are shown in Figure
30. Since the first mode is triggered, a single Rayleigh-Taylor finger appears, which
develops into a mushroom-cap-like structure. The Cartesian grid simulation in the
top panel retains spatial symmetry. The moving mesh simulation on the other hand
looks more realistic. Furthermore, the mixing of the two fluid phases is weaker in the
Lagrangian simulation, the surface of separation remains sharp.
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Figure 31. The standard deviation of mass for different resolutions.

We quantify the mixing by calculating the standard deviation of the masses of the cells,
(∆m)2 =< m2i > − < mi >2 . The arithmetic means are calculated over all cells of
the computational domain. Note that this quantity depends on the resolution because
the mass per cell decreases with increasing number of cells. We present the results in
figure 31. Independent of the resolution, the mixing of the Eulerian version of the code
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is stronger. However, this effect gets smaller for higher resolutions. We suppose that
the vortices at the cap lead to the fast decrease of (∆m)2 at t ≈ 8 and t ≈ 12 for the
Eulerian and Lagrangian simulation, respectively.
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Figure 32. Logarithmic plot of the kinetic energy for different resolutions. Straight lines
are fitted to the linear regions, the gradients correspond to the growth rates.

The instability growth rates can be seen in figure 32. The kinetic energy is used in
order to determine the growth rates. In this plot, there is no major difference between
the two versions of our code. Furthermore, the measured growth rates are around
1.0 and are almost identical for the different resolutions. The expected analytic value
of 2ωI ≈ 1.3 is again higher than the measured value. Thus, there seems to be a
systematic error, which may also occur due to the numerics.
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6.5 Further Simulations
In this section, we want to present further simulations without analyzing the results
analytically. The provided DVD contains also movies of all of the following simulations.
The initial conditions of the quad-shock problem are chosen according to the Riemann-2D test problem of the PLUTO code (Mignone, 2012). The computational domain
(x, y) ∈ [−0.5, 0.5] × [−0.5, 0.5] is initially set to four constant states:
x < 0, y > 0
x ≥ 0, y ≥ 0
ρ=2
ρ=1
P =1
P =1
v = (0.75, 0.5)
v = (0.75, −0.5)
x ≤ 0, y ≤ 0
x > 0, y < 0
ρ=1
ρ=3
P =1
P =1
v = (−0.75, 0.5) v = (−0.75, −0.5)
The adiabatic index is γ = 7/5 and we use zero-gradient boundary conditions.
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Figure 33. Quad-shock simulations at t = 0.5. The resolution of the simulation in the
left panel is 1000x1000 Voronoi particles. The low resolution simulation in the right panel
was carried out with 50x50 particles.

Figure 33 shows a high resolution simulation and a low resolution simulation at t = 0.5.
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There are Kelvin-Helmholtz instabilities triggered alongside the discontinuities and a
big vortex is produced in the middle due to the clockwise initial velocities.
We have also implemented obstacles following Springel (2010). The surface of an
obstacle has to be modeled with Voronoi particles which are fixed or move as a whole.
Figure 34 shows the particle positions leading to a sphere in the mesh. The sphere

Figure 34. Modeling an obstacle. The green Voronoi particles are fixed obstacle particles, the blue ones are the common Voronoi particles, which are allowed to move.

is not perfectly round but consists of small edges, which are in between two obstacle
particles. The outer obstacle particles are handled like common Voronoi particles, with
the exception that the particle velocities are set manually. Furthermore, reflecting
boundary conditions are implemented at the surface of the obstacle. You may find the
movie obstacle_particles.mp4 on the DVD.
We present the simulation of a two-dimensional sphere in a wind tunnel in figure 35.
Note that this corresponds actually to a section of a three-dimensional simulation of a
cylinder in a wind tunnel. There is a strong shock in form of a bow wave ahead of the
sphere. We expect turbulence directly behind the sphere. Unfortunately, the resolution
behind the sphere is quite low because the sphere shields the Voronoi particles.
In order to address this issue, we have implemented a mesh refinement method following Springel (2010). Figure 36 illustrates the mesh refinement in a wind tunnel
simulation. The volumes of all cells are observed and whenever a given value is exceeded, the corresponding cell gets divided. This is accomplished by inserting a new
Voronoi particle very close to the particle of the cell which has to be refined. In this
way, the cells around the refined cell retain their shape. The conserved variables are
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Figure 35. A sphere in a wind tunnel at Mach 2 and γ = 1.4. The simulation was
carried out on a moving mesh with 500x500 Voronoi particles.

split among the two Voronoi particles proportional to the volumes of the two cells.
Figure 37 shows the same simulation as in figure 35 but this time with mesh refinement.
With the mesh refinement, we are able to keep the resolution behind the sphere high and
turbulence can be clearly observed, see also wind_tunnel_amr_comparison_high.mp4
on the DVD.
We have also carried out simulations with an obstacle which is able to move due to an
external force, see for example falling_spheres_high_vs_low.mp4.
Furthermore, we have implemented an obstacle movement resulting from the pressure
of the fluid. The pressure at the edge of an obstacle leads to a force proportional to
the length of the edge and perpendicular to it. We add up these forces over the whole
surface of the obstacle and solve the equation of motion with the explicit Euler scheme.
The last simulation we want to present is a sphere in a fluid with an external gravitational field. The pressure of the fluid is set according to the hydrostatic equilibrium.
We expect the sphere to move upwards because of the buoyancy. The pressure at
the bottom of the object is higher than the pressure on top of it, which results in an
upward net force. The sphere on its way to the top is shown in figure 38.
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Figure 36. Demonstration of the mesh refinement method. The left panel shows a
sphere in a wind tunnel without mesh refinement, the simulation in the right panel is
with applied mesh refinement.
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Figure 37. A sphere in a wind tunnel at Mach 2 and γ = 1.4 with mesh refinement and
500x500 Voronoi particles.
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Figure 38. A low resolution simulation of a sphere floating upwards because of buoyancy.
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7 Summary
We implemented a two-dimensional hydrodynamics code from scratch using the new
Voronoi technique. Furthermore, we showed that it is an attractive alternative to
conventional Cartesian grid codes. The Lagrangian nature of this method ensures
Galilean invariance, which is of great value in computational cosmology. In this area
of research, relatively large parts of the universe are simulated involving complicated
velocity fields.
Smoothed Particle Hydrodynamics (SPH) was developed in the eighties for solving
astrophysical problems. This method also features Galilean invariance and it became
very popular not only in astrophysical applications. However, this method has some
disadvantages. For example, in the original formulation, fluid instabilities like RayleighTaylor and Kelvin-Helmholtz are suppressed. Moreover, in contrast to grid codes, there
is by now no strict mathematical framework concerning error estimates.
Last but not least, the implementation of obstacles is very convenient in the Voronoi
technique. Objects in a wind tunnel and floating objects are of great interest for
engineers in computational fluid dynamics.
All the positive features of hydrodynamics on a moving Voronoi mesh have to be
compared with the relatively high numerical cost. An unstructured mesh has to be
calculated in each time step, and furthermore, this type of mesh can not be stored contiguously in memory. The navigation in this type of mesh is therefore slower compared
to a Cartesian grid stored in arrays. Moreover, optimizations in the form of cache
optimization and a good load balancing for parallel Voronoi codes are difficult.
We are looking forward to see whether the Voronoi technique will have a similar great
success in computational science as SPH. In the next step of the evolution of Voronoi
codes, different mathematical schemes have to be tested for solving the physics on the
Voronoi mesh. For example, the group of Volker Springel is going to implement a
discontinuous Galerkin (DG) method.
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